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Abstract

The adoption of large pre-trained multilingual
models for neural machine translation (MNMT)
faces a major challenge: excessive memory
and computational consumption due to overly
large vocabularies and embedding layers. Al-
though existing compression methods like prun-
ing, quantization and knowledge distillation
reduce parameter redundancy, they mainly pre-
serve the structure of the original vocabulary,
leaving a major source of inefficiency unre-
solved. We propose in this paper a general
optimization framework combining a vocab-
ulary pruning method with a targeted fine-
tuning protocol for MNMT models. We evalu-
ate the proposed framework using three mod-
els (M2M100, NLLB-200, mBART-50) on the
English-Arabic language pair. Our approach
reduces the vocabulary size by 82-87% depend-
ing on the architecture, without any loss in per-
formance. Results show that optimized mul-
tilingual models can match or exceed the per-
formance of dedicated bilingual baselines. In
particular, the pruned and fine-tuned M2M100
model achieves a competitive BLEU score of
42.04 (against 44.59 for the OPUS-MT-en-ar
bilingual model) while it significantly outper-
forms it on the COMET metric (0.8730 vs
0.7911) revealing superior semantic adequacy
and fluency.

1 Introduction

Large-scale Multilingual Neural Machine Trans-
lation models such as Facebook’s M2M100 and
NLLB-200 have transformed cross-lingual inter-
action by facilitating translation among hundreds
of languages through a single architecture. These
models have achieved state-of-the-art performance
and significantly advanced zero-shot translation ca-
pabilities. However, to achieve high performance,
they rely on massive parameter counts and require
very large vocabularies (often exceeding 128,000
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subword tokens), resulting in prohibitive memory
footprints and inference latency, although most vo-
cabulary entries remain inactive for any given lan-
guage pair. While existing compression techniques
such as quantization, and weight pruning have been
extensively studied, they primarily focus on reduc-
ing model parameters rather than addressing the
structural inefficiency introduced by large multi-
lingual vocabularies. Moreover, most adaptation
methods preserve the original vocabulary, thereby
maintaining a high memory footprint even after
compression. In practice, very few studies explic-
itly target the vocabulary size issue in large-scale
MNMT systems, leaving an important gap in effi-
cient multilingual model design.

In this paper, we propose a novel general opti-
mization framework combining vocabulary prun-
ing and targeted fine-tuning for MNMT: pruning
retains only tokens relevant to a specific language
pair, while fine-tuning allows the model to re-learn
the optimal parameters configuration within the
new vocabulary space.

We evaluate the proposed framework using three
state-of-the-art multilingual models (M2M100,
mBART-50, NLLB-200) for English-Arabic ma-
chine translation and the dedicated model OPUS-
MT-en-ar as a baseline. Furthermore, we trained
our models on both formal and hybrid (formal
and informal) corpora, to explore the impact of
data composition on the stability of pruned mod-
els. Our contributions include: (1) a minimal-
ist architecture-agnostic framework for MNMT
that is founded on vocabulary pruning, (2) exten-
sive validation on English-Arabic translation using
M2M100, mBART-50 and NLLB-200, obtaining
scores comparable to or exceeding those obtained
with a dedicated bilingual model, while reducing
embedding-layer parameters by ∼ 82−87%, (3) an
analysis of the synergy between vocabulary reduc-
tion and fine-tuning, showing that hybrid strategies
combining formal and informal text are crucial for
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maintaining model robustness after compression,
outperforming models trained on single-register
corpora.

2 Related work

2.1 Large-scale Multilingual Neural Machine
Translation Models

Multilingual Neural Machine Translation (MNMT)
builds on the NMT successes. MNMT’s key inno-
vation rests on leveraging a single shared model
capable of translating between multiple languages
instead of training a specific model for each tar-
geted language pair (Firat et al., 2016; Johnson
et al., 2017). The adoption of subword tokenization
(Kudo, 2018), which provided an effective means
of addressing the rare word problem in neural ma-
chine translation (Luong et al., 2015), has subse-
quently become an essential component of multi-
lingual models by enabling a shared vocabulary
across diverse languages and writing systems. The
introduction of mBART (Liu et al., 2020) demon-
strated the effectiveness of multilingual denoising
pretraining for sequence-to-sequence translation
for 25 languages. mBART-50 (Tang et al., 2020)
extended this capability to a many-to-many set-
ting, handling 50 languages without relying on En-
glish as an interlingua. M2M100 (Fan et al., 2021)
scaled multilingual translation to 100 languages via
a natively trained many-to-many architecture while
NLLB-200 (Costa-Jussa et al., 2022) expanded this
to 200 languages, achieving state-of-the-art results
across diverse language families. These gains in
quality and language coverage come at the cost
of prohibitive memory requirements and computa-
tional overhead.

2.2 Model compression and domain
adaptation

Extensive research has explored the use of com-
pression techniques and adaptation strategies to
improve the efficiency of large-scale multilingual
neural translation models. Common approaches,
including quantization (Zafrir et al., 2019; Shen
et al., 2020; Mohammadshahi et al., 2022; Prato
et al., 2020), weight pruning (See et al., 2016; Voita
et al., 2019; Behnke and Heafield, 2020; Khan
et al., 2021), layer pruning (Fan et al., 2019; Peer
et al., 2022; Moslem et al., 2025) and knowledge
distillation (Hinton et al., 2015; Kim and Rush,
2016; Tan et al., 2019) have been successfully
applied to monolingual and multilingual models.

Compressing multilingual models is not language-
neutral, pruning and quantization can cause un-
even degradation, particularly for low-resource lan-
guages (Mohammadshahi et al., 2022; Gaido et al.,
2025; Palomino, 2026). Crucially, these methods
leave embedding layers largely unchanged, which
constitutes a structural bottleneck for multilingual
models where shared vocabulary size often exceeds
128,000 tokens, contributing substantially to the
memory footprint.

Domain adaptation via targeted fine-tuning is
a well-established strategy for specializing mul-
tilingual models to specific language pairs, yet
it typically preserves the full multilingual vocab-
ulary. Vocabulary pruning, the direct reduction
of the model’s vocabulary by removing tokens
irrelevant to a target language pair, is a less ex-
plored avenue in MNMT literature. L’Hostis et al.
(2016) explored in earlier work vocabulary selec-
tion and pruning strategies for efficient NMT, in
bilingual settings, but did not address the chal-
lenges introduced by large-scale multilingual mod-
els and shared cross-lingual vocabularies. Existing
work has mainly investigated vocabulary trimming
(Ushio et al., 2023; Dorkin et al., 2024) and the
impact of BPE vocabulary trimming on transla-
tion quality (Cognetta et al., 2024). More recently
(Jiang et al., 2026) proposed re-tokenizing a pruned
vocabulary with embedding relearning, improv-
ing the performance on low-resource and non-latin
scripts languages. Zhang et al.(2026)proposed Vo-
cabTailor, a dynamic vocabulary selection method
that filters input and language-specific tokens at
inference time rather than through a corpus-driven
keep-set, achieving aggressive vocabulary reduc-
tion while matching or exceeding static pruning
baselines on several tasks including machine trans-
lation. However, despite these efforts, combining
domain adaptation with vocabulary reduction for
pretrained multilingual translation models remains
underexplored. Other parameter-efficient alterna-
tives such as (Chronopoulou et al., 2023), address
a related but distinct axis of efficiency, leaving the
vocabulary itself untouched.

3 Methodology

Unlike common compression methods, our frame-
work employs a deterministic pruning strategy that
preserves weight alignment for non-embedding lay-
ers while removing only tokens irrelevant to the
target language pair.
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Figure 1: Overview of the proposed optimization frame-
work: corpus-driven vocabulary pruning followed by
targeted fine-tuning.

Our approach is motivated by two main obser-
vations. First, conventional compression methods
target attention and feed-forward weights, leaving
the vocabulary-dependent layer unchanged.Thus,
substantial memory overhead remains in the input
embedding and output projection matrices, whose
size grows linearly with the multilingual vocabu-
lary (Fan et al., 2021). However, for language-pair
specific translation tasks, only a small portion of
this shared vocabulary is actively utilized while
the remaining embedding parameters continue to
occupy memory throughout both fine-tuning and
inference. This argues for vocabulary pruning as
an orthogonal direction for compressing multilin-
gual translation models. Second, large multilin-
gual models jointly pretrained on hundreds of lan-
guages learn language-agnostic representations that
provide stronger initialization for bilingual fine-
tuning than training from scratch (Arivazhagan
et al., 2019), suggesting that most multilingual
knowledge resides in shared parameters rather than
the exhaustive joint vocabulary.

Building on these observations, we propose an
optimization framework for multilingual NMT ar-
ticulated around two complementary sequential
phases (Figure 1):

1. A corpus-driven vocabulary pruning phase,
which reshapes the model’s embedding space
by retaining only tokens relevant to a given
language pair, thus reducing the necessary
memory without training from scratch.

2. A targeted fine-tuning protocol that adapts the
pruned model to the language pair at hand, by
learning an optimal new parameter configura-
tion with the reduced vocabulary space.

This framework allows full exploitation of cross-
lingual transfer inherited from massive pretrain-
ing, while overcoming hardware limitations. We
validate our approach on three model families:
M2M100, mBART-50 and NLLB-200, covering
different model sizes and tokenization strategies.

3.1 Corpus-driven vocabulary pruning

Our approach performs structural compaction of
the pretrained model’s embedding space by re-
taining only parameters associated with tokens
observed in the target training data. Unlike ap-
proaches relying on sparse masks or internal layer
modifications, we implement a five-stage pipeline
that executes exact row-wise slicing operations.
This process transforms the original vocabulary di-
mension V into a task-relevant subset |K|, starting
from corpus-driven token identification to in-place
tensor updates and runtime tokenizer remapping.

Stage 1: Corpus-driven token collection. We
randomly sample N sentence pairs from the train-
ing corpus (default N = 150,000), sized to ensure
vocabulary coverage for the target language pair.
Both the source and target texts are tokenized us-
ing the original pretrained tokenizer. The union of
all token IDs appearing in at least one tokenized
sentence is collected into a set C:

C =
N⋃
i=1

(
tok(Si) ∪ tok(Ti)

)
,

where Si and Ti denote the source and target sen-
tences of pair i, respectively. This empirical harvest
ensures that the retained vocabulary reflects actual
usage patterns rather than predetermined selection
thresholds. We validate this empirically in Sec-
tion 4.5: across 83,000 held-out sentences that the
trimmer never saw, at least 99.6% of Arabic tokens
survive the pruned vocabulary, and even word types
entirely unseen in the pruning corpus, including di-
alectal ones, decompose into retained productive
subwords with at least 98.5% full coverage.

Stage 2: Mandatory token preservation. Spe-
cial tokens that must survive pruning, including
padding (PAD), end-of-sentence (EOS), beginning-
of-sentence (BOS), and unknown (UNK)— are
preserved independently of corpus frequency. Ad-
ditionally, all language-tag tokens required for
proper model routing (e.g. __ar__, arb_Arab,
ar_AR) are collected into a set M. The final keep-
set K and its sorted ID mapping are defined as:

K = C ∪M, ϕ :
{
0, . . . , |K| − 1

} ∼−−→ K.

This guarantees functional integrity after aggres-
sive vocabulary reduction.
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Figure 2: Row-wise slicing of the embedding matrix:
only rows corresponding to the corpus-driven keep-set
K (Stages 1–2) are retained when constructing the com-
pacted embedding Ê (Stages 3–4). The kept set amounts
to 13–18% of the original vocabulary (V = 128,104 for
M2M100, 250,054 for mBART-50, 256,206 for NLLB-
200 600M; |K| = 22,535, 31,969 and 40,952 respec-
tively).

Stage 3: Weight extraction before resizing. The
embedding matrix E ∈ RV×d and the language-
model head W ∈ RV×d are indexed by K while
they are still at their original size V , producing
sliced copies

Ê, Ŵ ∈ R|K|×d.

Extracting weights before resizing is critical: resiz-
ing first would invalidate any index ≥ |K|, leading
to incorrect weight extraction or misaligned embed-
dings.

Stage 4: In-place resize and weight injec-
tion. The model’s embedding matrices are re-
sized to the new vocabulary cardinality |K| via
resize_token_embeddings(|K|). The ex-
tracted matrices Ê and Ŵ are then written back to
their corresponding positions. Model configuration
parameters (vocab_size, pad_token_id,
eos_token_id) are updated to reflect the re-
duced vocabulary, and any weight tying between
encoder and decoder embeddings is re-established.

Stage 5: Remapped tokenizer wrapper. Since
the on-disk SentencePiece vocabulary retains its
original cardinality V , we construct a lightweight
RemappedTokenizer wrapper that intercepts
the primary tokenization and detokenization en-
try points (encoding and decoding). The forward
map ϕ−1 converts external token IDs to internal
indices during encoding, while the reverse map ϕ
performs the inverse conversion during decoding.
This allows the trimmed model to be used through

the standard tokenizer interface for most inference
code, though batched tensor-level remapping in
performance-sensitive paths accesses the wrapper’s
internal lookup tensor directly.

The resulting trimmed models retain only tokens
observed in the English–Arabic corpus, reducing
the embedding layer by approximately 82-87%
with a corresponding decrease in GPU memory
footprint.

3.2 Targeted fine-tuning protocol and
adaptation operations

Vocabulary pruning alters the token-ID embedding
space by removing discarded token representations.
While retained embeddings preserve their local se-
mantics, the language model head and decoder
must adapt to the remapped, lower-dimensional
categorical distribution. Without adaptation, this
induces systemic errors: softmax probabilities be-
come skewed by unchanged weight magnitudes
on remaining tokens (logits calibration), and train-
ing dynamics shift given the altered gradient flow
through smaller embedding matrices (cross-entropy
convergence). To address these issues and maintain
steady generation outputs, we introduce an imme-
diate targeted fine-tuning phase within our frame-
work. The fine-tuning protocol uses supervised
learning on task-specific parallel corpora, enabling
the model to re-optimize its parameter configura-
tion within the constrained lexical space while pre-
serving beneficial cross-lingual representations in-
herited from pretraining.

4 Experiments and Discussion

In this section, we validate our proposed optimiza-
tion framework on the English-Arabic machine
translation task. We have chosen this language
pair for three key reasons:

1. Arabic morphological richness makes it a
stringent test case for compression methods.

2. Both languages are well represented in multi-
lingual pretraining corpora, enabling fair zero-
shot comparisons.

3. Existing bilingual baselines provide strong
reference points for evaluating pruned model
performance.

Below, we detail our experimental configuration,
evaluation protocols and results across three state-
of-the-art multilingual architectures.
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4.1 Experimental Setup
Data. Two training corpus configurations are
evaluated: 200,000 parallel sentence pairs from
MultiUN (Eisele and Chen, 2010), representing
formal diplomatic discourse and a second configu-
ration augmenting this with heterogeneous OPUS-
100 text (Tiedemann, 2012), to expose the pruned
vocabulary to higher lexical entropy and informal
register. Both configurations pass through a de-
terministic filtering pipeline removing anomalous
pairs, alignment corruptions, and over-length se-
quences. Evaluation uses a held-out partition of
1,500 MultiUN test segments.

Training configuration. All models are fine-
tuned for 5 epochs with a linear learning rate decay
(500 warm-up steps, peak η = 2 × 10−5), an ef-
fective batch size of 512 (16 samples/device × 8
gradient-accumulation steps × 4 GPUs via Hug-
ging Face Accelerate), and FP16 mixed precision.
Gradient checkpointing and an 8-bit quantized
AdamW optimizer (Dettmers et al., 2022) keep
training within workstation-grade memory con-
straints, consistent with the ∼82-87% embedding-
layer reduction from pruning.

Baselines. We compare against three reference
points:

(a) The original multilingual checkpoints eval-
uated zero-shot, establishing the pre-fine-
tuning ceiling for each architecture.

(b) The trimmed-only variants of each architec-
ture, which serves to isolate the baseline im-
pact of vocabulary reduction before any train-
ing occurs.

(c) OPUS-MT-en-ar, a dedicated bilingual model
serving as a baseline trained exclusively
English–Arabic.

4.2 Evaluation framework and main
translation results

4.2.1 Evaluation framework
Performance is measured on a strictly held-out par-
tition (1,500 segments from the MultiUN test set)
using four complementary metrics: BLEU (Pap-
ineni et al., 2002), chrF++ (Popović, 2015),TER
(Snover et al., 2006), and COMET (Rei et al.,
2020). Using both surface-level (BLEU, chrF++)
and meaning-based (COMET) evaluations allows
us to distinguish between superficial token match-
ing and genuine translation quality, an essential

Table 1: Translation results for English→Arabic. All
fine-tuned and trimmed models use the vocabulary
pruning framework described in Section 3.1. COMET
scores: range 0–1. TER: lower is better (↓).

Condition Training Data System BLEU chrF++ TER ↓ COMET

F
IN

E
-T

U
N

E
D

MultiUN
M2M100 42.04 58.81 51.55 0.8730

mBART-50 39.84 57.47 52.88 0.8742
NLLB-200 600M 37.70 55.79 55.04 0.8640

MultiUN + OPUS-100
M2M100 39.55 57.23 53.27 0.8680

mBART-50 36.73 55.09 55.02 0.8663

NLLB-200 600M 35.51 54.26 56.82 0.8589

OPUS-100 M2M100 36.98 55.34 55.25 0.8609

T
R

IM
M

E
D

—
NLLB-200 600M 26.43 48.07 64.03 0.8418

M2M100 418M 24.95 46.64 65.09 0.8371

mBART-50 13.65 31.70 80.77 0.7477

B
A

S
E

L
IN

E

—
NLLB-200 Distilled 600M 26.82 48.44 62.91 0.8452

M2M100 418M (Original) 24.86 46.62 65.16 0.8372

mBART-50 (Original) 13.67 31.44 80.98 0.7452

Comparison Bilingual OPUS-MT-en-ar 44.59 58.77 58.59 0.7911

consideration for morphologically rich targets like
Arabic, where BLEU may penalize fluent but lexi-
cally divergent outputs.

4.2.2 Main Translation Results
Table 1 reports the translation performance of all
evaluated configurations across four metrics. We
group results into four conditions: fine-tuned mod-
els (pruned then fine-tuned), trimmed-only models,
the original unmodified checkpoints as zero-shot
baselines, and the dedicated bilingual OPUS-MT-
en-ar model.

Fine-tuned models. The fine-tuned M2M100
trained on MultiUN achieves the highest BLEU
(42.04) and chrF++ (58.81) among all sys-
tems, demonstrating that the pruning–fine-tuning
pipeline successfully recovers and improves upon
the original multilingual capabilities for the
English–Arabic pair. The mBART-50 fine-
tuned variant achieves the highest COMET score
(0.8742), despite a slightly lower BLEU. The hy-
brid MultiUN + OPUS-100 training data consis-
tently underperforms the MultiUN-only variant on
the formal test set, which is expected given that the
evaluation domain (MultiUN) matches the formal
training data. However, the hybrid strategy is ex-
pected to offer better robustness on out-of-domain
text, a hypothesis explored further in the error anal-
ysis below. NLLB-200 fine-tuned achieves a com-
petitive 37.70 BLEU despite a far larger original
vocabulary (256,000 tokens), suggesting pruning
is effective across different model scales and tok-
enizer designs.

Trimmed-only models. Trimming alone without
subsequent fine-tuning degrades performance sub-
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stantially across all architectures. Notably, NLLB-
200 trimmed (BLEU 26.43, COMET 0.8418) and
M2M100 trimmed (BLEU 24.95, COMET 0.8371)
both remain competitive with the zero-shot baseline
(BLEU 26.82, COMET 0.8452), demonstrating
that vocabulary pruning alone does not catastrophi-
cally destroy translation capability. The mBART-
50 trimmed variant is the exception, collapsing
to BLEU 13.65 and COMET 0.7477, which we
attribute to the architecture’s stronger coupling be-
tween the decoder embedding and the language-
model head, a coupling more severely disrupted by
the remapping of token IDs.

Results from Table 1 confirm that the combi-
nation of vocabulary pruning and fine-tuning is
essential. The pruning step reduces embedding-
layer size by approximately 82-87% while the fine-
tuning step recovers and improves translation qual-
ity, with the best system matching or exceeding
dedicated bilingual baselines at a fraction of the
memory cost. We additionally compare against a
few-shot instruction-tuned LLM baseline (Aya-8B);
see Appendix D.

Table 2: Out-of-domain translation results for En-
glish→Arabic on FLORES-200 devtest (n = 1,012
segments). All fine-tuned and trimmed models use the
vocabulary pruning framework described in Section 3.1.
TER: lower is better (↓). COMET not computed.

Condition Training Data System BLEU chrF++ TER ↓

F
IN

E
-T

U
N

E
D

MultiUN

M2M100 24.79 44.62 68.12

mBART-50 22.09 42.87 67.90

NLLB-200 600M 27.83 48.25 64.11

MultiUN + OPUS-100 M2M100 26.02 46.27 65.58

T
R

IM
M

E
D

—
NLLB-200 600M 29.47 49.81 60.19

mBART-50 21.19 42.25 67.01

Out-of-domain robustness. To assess whether
the pruning–fine-tuning framework generalizes be-
yond MultiUN formal register, we re-evaluate a
subset of our strongest checkpoints on FLORES-
200 devtest (Goyal et al., 2022; Costa-Jussa et al.,
2022), a Wikipedia-domain benchmark with no
overlap with MultiUN. Table 2 reports these re-
sults, read for relative ordering rather than direct
comparison with Table 1. As an external reference,
the NLLB-200 paper reports English→Arabic
spBLEU scores in the low-to-mid 30s on this
benchmark for their full-scale, non-pruned produc-
tion model, averaged across Arabic dialect direc-

tions (Costa-Jussa et al., 2022). Our trimmed-only
NLLB-200 600M checkpoint (29.47 BLEU) falls
within this range despite being smaller with no do-
main fine-tuning, suggesting that pruning alone pre-
serves most of general-domain competence. The
mBART-50 models, our weakest systems (21.19–
22.09 BLEU), sit roughly ten points below this
reference, indicating greater competence loss for
this architecture. The MultiUN + OPUS-100 fine-
tuned M2M100 also outperforms its MultiUN-only
counterpart here (26.02 vs 24.79 BLEU, 46.27 vs
44.62 chrF++), reversing the in-domain ranking
and supporting our hypothesis that informal data
exposure improves out-of-domain robustness at
an in-domain cost. More strikingly, the trimmed-
only NLLB-200 model (no fine-tuning) achieves
the best FLORES-200 score overall (29.47 BLEU)
surpassing its own fine-tuned counterpart (27.83
BLEU). This suggests that narrow-domain fine-
tuning trades cross-domain generalization for in-
domain specialization, while pruning alone better
preserves pretrained multilingual representations.
mBART-50 shows the opposite pattern, with fine-
tuning still improving over the trimmed variant
(22.09 vs 21.19 BLEU), consistent with its greater
sensitivity to vocabulary remapping already noted
in Table 1. We emphasize that this out-of-domain
evaluation covers a subset of the configurations in
Table 1, focused on the strongest MultiUN fine-
tuned and trimmed-only systems; a full out-of-
domain sweep across all training-data compositions
and architectures is left for future work.

4.3 Confidence Intervals
Table 3 reports 95% bootstrap confidence inter-
vals for the best fine-tuned system and the dedi-
cated bilingual baseline. Intervals were produced
using 1,000 bootstrap resamples over 1,500 test
segments. Because BLEU is a non-linear corpus-
level metric, bootstrap resampling systematically
underestimates its true corpus-level value (Koehn,
2004). We therefore derive interval half-widths
from the bootstrap distribution and re-centre them
on the corpus-level point estimate. chrF++ and
TER, being approximately linear at the segment
level, require no such correction: their bootstrap
means coincide with the point estimates to within
rounding error.

The confidence intervals reveal two important
findings. First, the BLEU gap between OPUS-MT-
en-ar (44.59) and M2M100 (MultiUN) (42.04) is
real but modest: the intervals do not overlap, con-
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Table 3: 95% bootstrap confidence intervals (1,000
resamples, n = 1, 500). Bounds are centred on the
corpus-level point estimate; half-widths are taken from
the bootstrap distribution. TER: lower is better (↓).

System BLEU [95% CI] chrF++ [95% CI] TER ↓ [95% CI]

M2M100 (MultiUN) 42.04 [40.87 – 43.22] 58.81 [57.91 – 59.71] 51.55 [50.30 – 52.80]
OPUS-MT en-ar (baseline) 44.59 [43.20 – 45.98] 58.77 [57.79 – 59.75] 58.59 [57.11 – 60.07]

firming a statistically significant difference on this
metric. Second, the chrF++ scores are statistically
indistinguishable (58.81 vs 58.77, with overlap-
ping CIs), and M2M100 (MultiUN) substantially
outperforms OPUS-MT-en-ar on TER (51.55 vs
58.59, non-overlapping intervals). Combined with
the COMET advantage of M2M100 (MultiUN)
(0.8730 vs 0.7911), this suggests that the bilin-
gual model’s BLEU lead is driven primarily by
surface n-gram alignment with the MultiUN ref-
erence style, while the pruned multilingual model
produces semantically superior and more fluent
translations as captured by the meaning-based met-
rics.

4.4 Segment-Level Error Analysis (M2M100
Models)

To complement the corpus-level metrics reported
above, we conduct a fine-grained segment-level
analysis on the two M2M100 fine-tuned vari-
ants: M2M100 (MultiUN) and M2M100 (Mul-
tiUN + OPUS-100). Both models were re-run on
500 held-out test segments and evaluated at the
sentence level using chrF++, which we bucket into
three quality tiers: good (≥ 50), medium (25–50),
and poor (< 25). We additionally flag empty out-
puts and token-level repetition, both of which are
known failure modes for Arabic NMT. Analyses
comparing the two fine-tuned variants use this 500-
segment subset throughout; control analyses involv-
ing only M2M100 (MultiUN) and the untrimmed
baseline use the full 1,500-segment test set.

Score distribution. Table 4 summarises the qual-
ity distribution for both models. M2M100 (Mul-
tiUN) achieves a higher proportion of good seg-
ments (69.2% vs 66.4%) and an identical poor rate
(3.6%) compared to the hybrid variant. The aver-
age segment chrF++ is 59.27 vs 57.56, consistent
with the corpus-level gap in Table 1. Critically,
neither model produces any empty or repetitive
outputs across 500 segments, confirming that the
vocabulary pruning procedure does not introduce
pathological decoding failures.

Table 4: Segment-level quality distribution for M2M100
fine-tuned variants (500 test segments, chrF++ buckets:
good ≥ 50, medium 25–50, poor < 25).

Model Avg chrF++ Good (%) Medium (%) Poor (%) Empty Repetitive

M2M100 (MultiUN) 59.27 69.2 27.2 3.6 0 0
M2M100 (MultiUN + OPUS) 57.56 66.4 30.0 3.6 0 0

Length bucket analysis. Table 5 breaks down
performance by source sentence length. Across
both models a consistent and counter-intuitive pat-
tern emerges: long sentences (≥ 35 tokens) attain
a lower poor rate than short sentences (≤ 15 to-
kens). This reflects the nature of MultiUN: long
diplomatic sentences follow predictable, formula-
heavy syntax well covered by training data, while
short segments often consist of citations, proper
nouns, or abbreviations underrepresented in the
vocabulary.

Table 5: Segment performance by source length bucket.
Short: ≤ 15 tokens; medium: 16–34; long: ≥ 35.

Model Length bucket Count Avg chrF++ Poor (%)

M2M100 (MultiUN)
Short (≤ 15) 125 60.97 5.6
Medium (16–34) 234 58.57 3.8
Long (≥ 35) 141 58.94 1.4

M2M100 (MultiUN + OPUS)
Short (≤ 15) 125 58.77 7.2
Medium (16–34) 234 56.77 3.0
Long (≥ 35) 141 57.80 1.4

The hybrid (MultiUN + OPUS) model shows
an elevated poor rate for short segments (7.2%
vs 5.6%) but a lower poor rate for medium seg-
ments (3.0% vs 3.8%), suggesting that expo-
sure to the stylistically diverse OPUS-100 data
slightly destabilises performance on the short
formal fragments characteristic of the MultiUN
domain while marginally improving fluency on
moderately-length sentences.

Pruning versus corpus effects. To disentangle
pruning from corpus properties, we evaluate the
untrimmed M2M100-418M baseline (full 128k vo-
cabulary, no fine-tuning) on the full 1,500-segment
test set. It exhibits the same length-dependent pat-
tern, and more strongly: poor rate falls from 13.9%
(short) to 3.4% (long) versus 6.0% to 2.9% for the
pruned and fine-tuned model. Since the untrimmed
model has zero pruning exposure, this reflects con-
textual redundancy rather than vocabulary removal:
source-side type–token ratio falls from 0.97 (short)
to 0.78 (long), showing that longer sentences are
lexically more repetitive and thus easier to translate
correctly, independently of vocabulary size.

Rare-form parity test. We further test whether
the length effect masks a bias against rare Ara-
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bic morphology. Tagging test segments whose
reference contains at least one word type from
the bottom 5% frequency tail of the fine-tuning
corpus (27% of segments overall, rising to 42%
of long segments), we find that rare-form seg-
ments in the long bucket are not poorer than other
long segments (3.5% vs 2.5% poor rate, z-test
p = 0.58). Rare-form segments do show elevated
poor rates in the short (14.3% vs 4.4%, p = 0.003)
and medium (5.9% vs 1.7%, p = 0.003) buckets,
but the untrimmed baseline shows a comparable
medium-bucket penalty (7.1% vs 3.2%, p = 0.03),
indicating that this penalty reflects inherent task
difficulty (consistent with the citation and proper-
noun cases identified in our qualitative error taxon-
omy below) rather than an artefact of vocabulary
pruning. In other words, given sufficient context,
rare morphology is not a distinct failure mode for
either the pruned or the full-vocabulary model.

Output length ratio and head-to-head compar-
ison. Neither model exhibits systematic over-
or under-generation (average ratios of 0.97 and
0.96 with under 1% of segments showing severe
lenght mismatch). Aligning the 500 matched seg-
ments across both variants, M2M100(MultiUN)
scores higher on 246 segments (49.2%) versus 174
(34.8%) for the hybrid variant, with 80 ties. The
formal model’s largest wins (∆chrF++ > 10 on
55 segments) concentrate on long institutional pas-
sages with direct MultiUN coverage, while the hy-
brid variant’s advantages (23 segments) concentrate
on medium-length, informally phrased segments,
consistent with OPUS-100 exposure.

Qualitative error taxonomy. Inspecting worst-
performing segments reveals three recurring error
types. First, bibliographic leakage: segments con-
sisting of partial citations (e.g. “(3) of the commen-
tary to article 12, p. 126”) are frequently translit-
erated rather than rendered in Arabic script, yield-
ing near-zero chrF++ scores. These segments ex-
pose a gap between the multilingual formal reg-
ister of MultiUN prose and the parenthetical ci-
tation style it occasionally embeds. Second, ref-
erence mismatch: certain references point to text
that is substantially different in the Arabic side
(e.g. the source discusses one topic while the ref-
erence Arabic sentence discusses a completely dif-
ferent subject), inflating the apparent error count
for otherwise fluent translations. Third, domain
shift in short proper nouns: place names, personal
names, and institution acronyms (e.g. “Vanuatu”,

“N.P.D.D.”) tend to be transliterated in the hypothe-
sis but transcribed differently in the reference, pe-
nalising chrF++ despite producing pragmatically
correct output. These findings reinforce two prac-
tical recommendations: (i)complement formal-
register fine-tuning data with citation- and entity-
specific augmentation to close the short-segment
gap, and (ii)give COMET significant weight along-
side BLEU for Arabic NMT evaluation, as it is less
sensitive to the reference-mismatch artefacts de-
scribed above.

4.5 Pruning validity on held-out data

Section 4.4 shows that vocabulary pruning does
not, by itself, explain the length-dependent and
rare-form error patterns observed on the MultiUN
test set. To directly address whether corpus-driven
pruning introduces a bias against productive but
infrequent Arabic forms, and to explicitly validate
the pruning strategy on rare morphology, clitic com-
binations, dialectal variation, named entities and
domain-specific terminology, we conduct a dedi-
cated coverage and challenge-set audit on data that
was never used for pruning or fine-tuning.

Held-out corpora. We use three held-out
sources, none overlapping with pruning or fine-
tuning data. The first is the FLORES-200 de-
vtest set (n = 1,012, Section 4.2). The second
is a purpose-built 2,000 challenge set spanning
eight linguistic categories: rare_morph (bot-
tom 5% frequency tail), clitic (stacked procli-
tics/enclitics, regex identified), ner (spaCy-tagged
named entities), domain_term (log-odds dis-
tinctive terms vs. MultiUN), and four AraBench-
sampled dialects. The third source is the full
AraBench test split (n = 80,413), used only for the
coverage audit, full construction details, including
decontamination and filtering criteria are given in
Appendix A.

Vocabulary coverage audit. For each corpus,
we tokenize the Arabic references with the orig-
inal pretrained tokenizer and measure token/type
representability after pruning. Coverage is detailed
further in Appendix B (Table 6). Retained-token
rates reach 99.9%, 99.8% and 99.6% for FLORES,
the challenge set and AraBench respectively, with
∼96% of sentences per corpus tokenizing with zero
pruned tokens. Of the 105,569 removed token IDs,
all were hapax or entirely unseen in the pruning
corpus, accounting for only 138 occurrences across
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FLORES and challenge-set sentences combined,
and 3,763 across AraBench.

Frequency-stratified bias test. Table 6 (Ap-
pendix B) bins held-out Arabic word types by prun-
ing corpus frequency and confirms coverage is es-
sentially flat: every bin with non-zero frequency
reaches 100% coverage, and even entirely unseen
word types (bin 0) are covered at 98.5–98.8%, in-
cluding under the maximal distributional shift of di-
alectal AraBench (57,469 of 70,433 held-out types
unseen by construction). This is consistent with
the subword solution to the rare-word problem (Lu-
ong et al., 2015): rare and unseen word types re-
main representable because they decompose into
retained stems, clitics and affixes, rather than being
individually preserved.

Challenge-set translation results. Table 7 (Ap-
pendix C) reports BLEU, chrF++, TER and
COMET for the pruned and fine-tuned M2M100
(MultiUN) model on each challenge category.
The three mined formal categories (clitics,
domain-term, ner), all meet or exceed the FLO-
RES out-of-domain reference (24.79 BLEU); with
COMET ≥ 0.78, indicating no category collapses.
The rare_morph slice is harder (16.59 BLEU)
-expected given its bottom-tail composition- but
since these forms remain fully representable in
K (coverage audit above), the gap reflects con-
tent unfamiliarity rather than vocabulary removal.
The dialectal slices score lowest (BLEU 4.7–8.3),
consistent with the model being fine-tuned to pro-
duce MSA while the references are dialectal, the
same surface-level mismatch any MSA-trained sys-
tem exhibits against dialectal references. This
aligns with human evaluation findings from the
WMT 2025 general translation shared task (Kocmi
et al., 2025) which reported persistent difficulties
in producing Egyptian dialect, with several sys-
tems defaulting to MSA-like outputs instead. This
BLEU/COMET divergence echoes a broader find-
ing from from the WMT 2025 on automated trans-
lation evaluation shared task (Lavie et al., 2025)
which found automatic metrics particularly unreli-
able across linguistically diverse targets, reinforc-
ing our reliance on COMET alongside BLEU for
the dialectal categories. COMET nonetheless stays
at 0.68–0.74, and the AraBench audit (98.8% cover-
age of unseen word types) confirms that the pruned
vocabulary itself can represent dialectal morphol-
ogy. Dialect handling therefore appears to be a
register mismatch orthogonal to pruning (see Limi-

tations). Taken together, these results confirm that
pruning does not systematically penalize infrequent
Arabic forms: the two-lowest scoring categories
reflect content unfamiliarity and register mismatch,
not vocabulary size.

5 Conclusion

We have presented in this paper a minimalist, yet
powerful, two-stage framework for efficient mul-
tilingual NMT that combines corpus-driven vo-
cabulary pruning with targeted fine-tuning. Ap-
plied to M2M100, mBART-50, and NLLB-200
on the English–Arabic translation task, our ap-
proach achieves approximately 82-87% reduction
in embedding-layer size while matching or exceed-
ing the performance of the uncompressed base-
lines. The best pruned M2M100 fine-tuned on
MultiUN, outperforms the zero-shot baseline by
more than 15 BLEU points and approaches dedi-
cated bilingual model at a substantially lower mem-
ory cost. A dedicated coverage and challenge-set
audit further shows that pruning preserves near-
total vocabulary coverage across frequency bins,
including on rare morphology, clitic combinations,
named entities, domain terminology and dialectal
Arabic never seen during pruning or fine-tuning.
Segment-level analysis shows robust long-sentence
performance and no empty or repetitive outputs on
M2M100 variant. The main remaining challenge
lies in short segments containing bibliographic ref-
erences, proper nouns, and domain-specific abbre-
viations, which are failure modes independent of
the pruning procedure and call for targeted data
augmentation.

Future work will explore extending the pruning
framework to larger model variants applying the
approach to additional language pairs with non-
Latin scripts, and integrating structured knowledge
distillation to further reduce the parameter count of
the attention layers beyond what vocabulary prun-
ing alone achieves. We also plan to investigate
entity-preserving strategies, such as NER-guided
vocabulary retention, to mitigate failure modes on
proper nouns, citations and domain-specific abbre-
viations identified in our error analysis.

Limitations

While our approach is applicable to any language
pair, it has been validated on the single English-
Arabic pair. We selected this pair due to the
Arabic’s morphological complexity and non-latin
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script, providing a rigorous testbed. Although
the methodology is transferable, further evaluation
on diverse language families is required to deter-
mine whether the reported gains generalize across
model architectures and tokenization schemes. Fur-
thermore, the corpus-driven pruning strategy can,
in principle, lead to performance degradation on
rare entities (e.g. proper nouns, citations) absent
from the training data. Our coverage audit (Sec-
tion 4.5) shows that pruning removes almost exclu-
sively hapax or entirely unseen tokens, with 99.6–
99.9% held-out token retention and flat coverage
across frequency bins, including 98.8% coverage
of 57,000 dialectal word types never seen in the
training corpus. The residual degradation we do
observe is confined to content that is genuinely
absent from training (proper nouns, citations) and
to register mismatch (dialectal targets against an
MSA-trained model), both of which are orthog-
onal to vocabulary removal: the full-vocabulary
baseline exhibits the same rare-form penalty on
medium-length segments (Section 4.4), and the di-
alect slices of our challenge set show a comparable
COMET range (0.68–0.74) to the model’s other out-
of-domain results despite very low BLEU (4.7–8.3),
consistent with an MSA/dialect surface mismatch
rather than a vocabulary-coverage failure. Targeted
entity-preserving strategies, such as NER-guided
vocabulary retention, remain a promising mitiga-
tion, and dialect-aware fine-tuning is left to future
work. Finally, we observe a trade-off between in-
domain specialization and generalization: models
fine-tuned exclusively on formal data (MultiUN)
showed slight degradation on general domain text
(FLORES-200) compared to hybrid (MultiUN and
OPUS) variant while the latter exhibited reduced in-
domain performance. This suggests that balancing
training data composition is essential to maintain
cross-domain adaptability alongside memory opti-
mization.
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A Held-Out Corpus Construction

This appendix details the construction of the
three held-out sources used in the coverage and
challenge-set audit (Section 4.5), none of which
overlaps with the pruning or fine-tuning data.

The first source is the FLORES-200 devtest set
(n = 1,012), already introduced in Section 4.2.
The second is a purpose-built challenge set of
2,000 segments (250 per category) spanning eight
categories chosen to probe specific linguistic
phenomena: rare_morph (target sentences
drawn from the bottom 5% frequency tail of the
fine-tuning corpus), clitic (target sentences
with stacked Arabic proclitics and enclitics,
identified with a regex heuristic), ner (source
sentences containing named entities, tagged
with a spaCy NER model), domain_term
(source sentences whose English terms are
lexically distinctive relative to the MultiUN
training corpus by a log-odds criterion), and
four dialect categories (dialect_egyptian,
dialect_gulf, dialect_levantine,
dialect_maghrebi) sampled from the
AraBench test split. The first four categories
are mined from the FLORES dev/devtest and
OPUS-100 test pools; the dialect categories are
drawn from an 80,000-sentence AraBench pool.
An exact-match decontamination check against
the prepared MultiUN train, development and test
partitions removed 15 overlapping candidates, and
all mined sentences pass a minimum-length quality
filter (at least four words on both sides).

The third source is the full AraBench test split
(n = 80,413), used only for the coverage audit
given its size.

Because the challenge set concentrates hard phe-
nomena by construction, its overall score sits below
the general out-of-domain FLORES result (21.54
vs 24.79 BLEU). It should therefore be read rela-
tively, as a test of whether any category collapses
below what general out-of-domain difficulty alone
would predict, rather than as an absolute measure
of translation quality.

B Vocabulary Coverage Details

For each held-out corpus (Appendix A), we tok-
enize the Arabic references with the original pre-
trained tokenizer and measure token- and type-
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level representability after pruning. Retained-token
rates reach 99.9%, 99.8% and 99.6% for FLORES,
the challenge set and AraBench respectively, with
∼96% of sentences per corpus tokenizing with zero
pruned tokens. Table 6 stratifies coverage by word-
type frequency in the pruning corpus.

Table 6: Coverage of held-out Arabic word types by the
pruned vocabulary, stratified by frequency in the pruning
corpus (bin 0 = unseen in the pruning corpus). Coverage
is the percentage of word types that decompose entirely
into retained subwords.

FLORES Challenge AraBench
Corpus-freq bin Types % cov. Types % cov. Types % cov.

0 (unseen) 3108 98.71 5191 98.54 57 469 98.82

1 617 100.00 907 100.00 2530 100.00

2–5 1048 100.00 1106 100.00 3057 100.00

6–20 1290 100.00 1247 100.00 2681 100.00

21–100 1629 100.00 1620 100.00 2527 100.00

>100 1937 100.00 2077 100.00 2169 100.00

C Challenge-set Translation Results

Table 7 reports BLEU, chrF++, TER and COMET
for the pruned and fine-tuned M2M100 (MultiUN)
model on each challenge category, together with
the overall score on the full 2,000-segment set.

Table 7: Challenge-set translation results for M2M100
(MultiUN, pruned and fine-tuned), 250 segments per
category except Overall (2,000). TER: lower is better
(↓). Reference points: MultiUN in-domain test BLEU
42.04 / COMET 0.8730 (Table 1); FLORES out-of-
domain BLEU 24.79 (Table 2).

Category BLEU chrF++ TER ↓ COMET

Overall (2,000) 21.54 40.19 79.02 0.747
clitic 28.57 49.69 70.02 0.805

domain_term 28.69 47.89 65.14 0.792

ner 26.45 45.35 67.97 0.788

rare_morph 16.59 34.14 86.03 0.741

dialect_egyptian 8.18 24.96 94.15 0.744

dialect_gulf 8.29 26.07 101.34 0.732

dialect_levantine 4.73 20.13 113.52 0.694

dialect_maghrebi 5.79 20.04 103.44 0.680

D Comparison with a Few-Shot LLM
Baseline

Table 8 reports results for Aya-8B (Üstün
et al., 2024), an open-weight multilingual LLM,
prompted with 5 fixed in-domain exemplars (seed
42, temperature 0, no fine-tuning or vocabulary
pruning), on the same MultiUN test set and metrics
as Table 1.

Table 8: Aya-8B (5-shot) versus pruned/fine-tuned and
bilingual systems on the MultiUN test set (n = 1,500).
TER: lower is better (↓).

System BLEU chrF++ TER ↓ COMET

Aya-8B (5-shot) 36.77 55.14 56.57 0.8754
M2M100 (pruned + FT, MultiUN) 42.04 58.81 51.55 0.8730
NLLB-200 600M (pruned + FT, MultiUN) 37.70 55.79 55.04 0.8640
OPUS-MT-en-ar (bilingual baseline) 44.59 58.77 58.59 0.7911

M2M100 outperforms Aya-8B on BLEU,
chrF++, and TER, with comparable COMET
scores. NLLB-200 trails Aya-8B on all four
metrics, while OPUS-MT-en-ar shows the same
BLEU/COMET divergence noted in Section 4.3.
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